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Foreword

In this book Filip has created something unique. The Encarta World Dictionary1

defines smorgasbord as “a meal served buffet style, consisting of a large variety of hot
and cold dishes”, or informally as “a wide variety.” That makes “C# Smorgasbord”
a great title – this book spreads a table filled with chapters centered on a wide
variety of programming topics. Each chapter includes not just examples of how to
apply the topic, but also discussion of why it matters. No matter how you use C#,
you are sure to find something in this book.

One of the interesting aspects of this book is that each chapter stands alone.
This means that the book can be used in two different ways. You could read the
entire book, perhaps skimming through examples to get a good understanding of
the wide variety of things C# can be used for. When solving a specific problem, you
can open it to the appropriate chapter and use it as a reference. This book is not an
in-depth authoritative reference. Indeed, an entire book could (and frequently has)
been written about the topics of each chapter. However, C# Smorgasbord brings
together many topics with just enough detail to enable a developer to see how a
topic might apply to the problem at hand.

While introducing the topics, Filip’s personality also shines though, and demon-
strates one of the qualities that I find most important in programmers – a desire for
continuous improvement and learning. From small touches like including keyboard
shortcuts for the many Visual Studio features that are described, to including an
entire chapter on using trivial tasks as an opportunity to improve yourself, this book
shows how great developers are always striving to improve themselves and the code
they work on.

I’ve known Filip online for the last few years. Throughout that time, he has
been enthusiastic about learning new things, improving himself, and sharing that
knowledge with others. This takes on many forms, including helping others on IRC
and Twitter, blogging, and presenting on topics for coworkers. Now that work is
culminating in the creation of this book.

Come to the table, and enjoy the smorgasbord set before you!

Kevin Pilch-Bisson
Development Lead – Visual Studio IDE Services for C# and VB.Net

1www.bing.com/Dictionary/search?q=define+smorgasbord
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About this book

The idea behind this book came from a lot of articles, presentations and screencasts
that Filip has been producing. By taking ideas and material from all these great
resources and combining them together, polishing each sentence over and over again,
you would get this book.

Looking at everything from testing strategies to compilation as a service and
how to do really advance things in runtime; you get a great sense of what you as a
developer can do. By taking his personal views and his personal experience, Filip
digs into each subject with a personal touch and by having real world problems at
hand; we can look at how these problems could be tackled.

Who this book is for

This book is for those developers that find themselves wanting to explore C# but
do not know how or where to start looking. Each chapter contains hands on code
examples that can be compiled and tested on your machine.

Although each chapter has code samples, you do not need to use a computer
to appreciate the content of this book. The code samples are divided into smaller
portions of code, so that you can follow each example and the thoughts around it
in an easy way.

No matter if you are an experienced .NET developer or a beginner, you will most
certainly find a lot of interesting things in this book. The book covers important
patterns and technologies that any developer would benefit from mastering.

It is not required that you have worked with C# before but being familiar to the
fundamentals in any of the .NET programming languages will help you on the way.

If you are just now starting to learn C#, this can be a great way for you to learn
about different techniques, best practices, patterns and how to think in certain
scenarios. But if you have worked with C# development for many years, this book
can give you a refreshing view on how to always improve and challenge yourself into
becoming a better software engineer.

How to read the book

The chapters in this book are independent from each other, which means that you
could read the book from the later chapter to the first. Or jump around, reading
the chapters in the order that you like.

When reading this book, you will find that there are a couple of different figures
and boxes. These figures and boxes contain code, results, recommendations and
images.

Code samples are found in “Listings”. Before or after each code sample, you
will find a reference to that code sample in the text, looking like this: “Listing 1”.
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Listing 1: This is a code sample!

This is a code sample!

If the code sample generates a result, you will see an output box right after it.

Execution result 1

This is a sample output!

On some occasions in this book, you will find a figure called “Backslash”. He
will give you recommendations on commands, practices or just short information.

I am here to give you some great recommen-
dations!

Backslash recommends

Get a digital copy

When purchasing a printed copy, you are also entitled to a digital copy of this book.
You can scan the QR code or you can visit http://books.filipekberg.se/Ebook and
follow the instructions.
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Chapter 1
Introduction to

Parallel Extensions

What will you learn?

• Understand the basics of parallelization

• Find scenarios where you can optimize code by introducing parallelization

• Use basic LINQ

• Use Parallel.For and Parallel.ForEach to create parallelized loops

• Use Parallel LINQ (PLINQ) to create parallelized queries



2 Introduction to Parallel Extensions

1.1 History of parallelization

Ever since multi-core processors started to hit the market in the early 2000s, we
developers have tried to improve performance by parallelizing our problems.1 a 75 f3ae - 0 b5d -4

e21 -a8b 3 -df 46 9bc
0b 786 Even

though we did not have true multi-core systems before, the parallelizing problem is
not something new. But what is parallelization?

Consider that we have some eggs to boil (data to process), but before the year
2000 we only had one pot (core) for our disposal and more eggs than we could boil
at once. This means that some of the eggs had to be boiled at a later time. Now,
when we are back in the early 2000s, we have two pots for our disposal and thus we
can boil twice as many eggs at once; meaning we can boil the eggs parallel to each
other. The same theory applies in computer science, if we can divide the problem
into pieces and process them individually, then we can shift the work to another
core.

Let us take a look at how parallelizing our problem can speed things up. We
have got 10 eggs to boil and each egg needs to be boiled for 8 minutes in order to
be ready to eat. Take a look at Table 1.1 and see how adding an additional pot
impacts the “time to the dining-table”.

Number of pots Boil time
1 16 minutes
2 8 minutes
3 8 minutes
4 8 minutes

Table 1.1: Parallelize egg boiling

Looking at Table 1.1 we can see that one pot boils up to 5 eggs at a time which
means that if we only have one pot it is going to take twice as long than if we
would have had two pots. Then something interesting occurs; the time it takes
does not actually decrease by adding more pots, this is because we have a constant
boiling time for each egg. If we translate this in to computer terms this means that
sometimes it does not matter how many cores we can use; the problem simply will
not be possible to speed up by adding cores. Take a look at Figure 1.1, here we
have 100 eggs to boil and when adding more pots reduced the amount of time it
takes to complete the entire boiling process.
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History of parallelization 3

Figure 1.1: How boiling time changes by adding more pots

As seen in Figure 1.1, if we have 100 eggs to boil and just one pot to do so, it
will take a lot of time to boil all those eggs. It is a fairly simple formula to calculate
the time that it takes for a certain amount of eggs to boil as seen in the following
equation:

PotsNeeded = NumberOfEggs
EggsPerPot

T ime = Ceiling

(

PotsNeeded
Pots

)

×BoilingT ime

For 100 eggs with only one pot, the above equation will look like this when we
add the numbers:

20 = 100

5

160 = Ceiling

(

20

1

)

× 8

Figure 1.1 verifies that by adding just one more pot, the time it takes to boil all
eggs will be reduced by half because we can boil 50 eggs in pot one and 50 eggs in
pot two. But when we reach 20 pots, the time it takes for our eggs does not change
anymore by adding more pots, by the time the number of pots reach 101 we do not
only have 1 pot per egg but we are over-capacity. The optimal amount of pots in
this scenario will thus be 20; if we have 20 pots we can simultaneously boil 5 eggs
in each pot and have them all warm and eatable at the same time.

If we only have two pots we can only boil 10 eggs at a time, 5 in pot one and
5 in pot two which will lead to cold eggs for everyone. We can look at this from
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4 Introduction to Parallel Extensions

a programming/computer perspective instead and translate it all into a language
that we can understand. Instead of calling it boiling time it can be translated to
execution time and the pots can be looked upon as cores, this leaving us with the
eggs which are threads. We can also skip “EggsPerPot” because one core only runs
one thread at a time. The equation has thus been translated into the following in
computer terms:

ExecutionTime = Ceiling

(

AmountOfThreads

Cores

)

× ThreadExecutionTime

In our scenario the thread execution time is constant, but this is never the case
in a real world scenario; each thread has its own execution time. We are presuming
that each core executes one thread at a time and does not continue with the next
thread in queue until it is finished. This means that if we have a quad core processor,
it can execute 4 threads simultaneously and will give us the same result as the egg
boiling with 4 pots in Table 1.1.

1.2 Parallelization and LINQ

Let us see how this applies to LINQ (Language Integrated Query). Before we dig
into parallelization with LINQ, here is a quick introduction to LINQ. If you already
feel comfortable with LINQ you can skip this section.

1.2.1 A quick introduction to LINQ

LINQ stands for “Language Integrated Query” and by the sound of it you might
guess that it has to do with creating some sort of “queries” directly inside our
language of choice which in this case is C#. If you are familiar with Structured
Query Language (SQL) you will see a lot of similarities in LINQ, except that it all
looks like it is SQL written in reverse. Essentially LINQ works against collections
of data and you make queries in a certain manner to retrieve subsets or all of the
data. In Listing 1.1 you can see an example of how to use LINQ.

Listing 1.1: Fetching all ages in order from a collection

var ages = new List<int>() { 25, 21, 18, 65 };

var agesInOrder = from age in ages

orderby age ascending

select age;
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Parallelization and LINQ 5

The first part of the code snippet in Listing 1.1 is our collection initialization;
it will give us a list of ages like the shown in Table 1.2.

Age
25
21
18
65

Table 1.2: Ages

The second line is where it starts to get interesting; to an untrained eye this
might look very odd but let us break it up into smaller pieces. The first keyword that
we are faced with is from; this keyword is easier to gasp by looking at it in another
context. The line from age in ages can be re-written into the foreach-loop
in Listing 1.2.

Listing 1.2: Foreach loop sample

foreach(var age in ages)

Both the foreach and the from-part is going to help us iterate over the col-
lection, the rest of the query is where we define what we want to get out of the
collection. So in simple English this is what we are saying:

From our collection of ages ordered by the age in an ascending order,
select each age.

You can do very advance things with LINQ and there is very much more to it,
but this is as much as we need to cover in order to step into the next round. One
thing that is important to keep in mind is that LINQ queries use deferred execution
or what is in some cases known as lazy loaded . Using deferred execution means that
the actual query against the collection will not be executed before we ask for it.

So what is actually in our variable agesInOrder is just a
OrderedEnumerable that has not been evaluated yet. It will not be executed
until we tell it to; this can be done by calling for instance ToList() as seen in
Listing 1.3.

Listing 1.3: Executing the query

var ages = new List<int>() { 25, 21, 18, 65 };

var agesInOrder = from age in ages

orderby age ascending

select age;

// The query has not yet been executed

var result = agesInOrder.ToList(); // Execute query
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If we do so and look at Table 1.3, we can see the content of our new collection,
as a result of the query.

Age
18
21
25
65

Table 1.3: Ages in an ascending order

1.2.2 Looking at the egg boiling problem

Let us take a look at how we can translate the egg boiling problem into C# code.
First we are going to setup an array of eggs as seen in Listing 1.4, that we want to
boil; each element in this array will be defining how many minutes the egg should
boil.

Listing 1.4: Eggs to boil

var eggs = new[] {8, 4, 8, 8, 4, 4, 4, 8, 6};

new[]{} is really helpful. This short-hand
collection initialization is useful when you
want to create a small list of known values.

Backslash recommends

Next I want a method that takes my collection of eggs and simulates the boiling
of them. This method will simulate the boiling time by using a method called Sleep
on the built in type Thread, you use this method by calling it with a certain number
of milliseconds that you want to sleep. Listing 1.5 contains a sample of how you
would sleep for 1 second.

Listing 1.5: Sleeping example

Thread.Sleep(1000);
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The collection from Listing 1.4 will be divided into two “batches”, the following
table displays how each egg is put into a certain batch and the individual boiling
time of that egg. The batch represents the sub-collection of eggs that will be boiled
together.

Egg Batch Boil time
1 1 8 minutes
2 1 4 minutes
3 1 8 minutes
4 1 8 minutes
5 1 4 minutes
6 2 4 minutes
7 2 4 minutes
8 2 8 minutes
9 2 6 minutes

Table 1.4: Eggs and their boiling time

Even though there are eggs that need to boil for less than 8 minutes, these eggs
are in a batch that needs to be boiling for 8 minutes. This means that the eggs with
less boiling time will be removed from the pot before the others. The boil method
can thus be broken down into this:

• Take a collection of egg boiling times

• Iterate over this collection and look at 5 items at a time

– Find the longest cooking time for the egg in the current patch

• Simulate the boiling time by using Thread.Sleep

When the first two items in the list is implemented that will look like Listing
1.6.

Listing 1.6: Boil-method implementation

void Boil(int[] eggs)

{

for (int i = 0; i < eggs.Length; i+=5)

{

// Find the longest time

// Simulate the boiling time in milliseconds

}

}

Next up we need to find the egg with the longest cooking time in the current
batch of 5 eggs. This is done easiest by asking how long each egg needs to be boiled,
if it requires more time than the previous egg, that is the longest cooking time in
that batch.
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We also need to handle a special case; when there is less than 5 eggs in the
current batch we stop looking for more eggs. We do not want any unexpected out
of bound errors here!

In Listing 1.7 you can see how these two are merged into a Boil method.

Listing 1.7: Boil-method complete implementation

void Boil(int[] eggs)

{

for (int i = 0; i < eggs.Length; i+=5)

{

// Find the longest boiling time

int longestCookingTime = eggs[i];

for (int batchIndex = 1; batchIndex < 5; batchIndex++)

{

if (i+batchIndex >= eggs.Length) break;

if (longestCookingTime < eggs[i + batchIndex])

longestCookingTime = eggs[i + batchIndex];

}

// Simulate the boiling time in milliseconds

Thread.Sleep(longestCookingTime * 100);

}

}

We can easily test this out as seen in Listing 1.8. In order to do so we check
what time it is when we start boiling our eggs and then we check it again when we
are finished.

Listing 1.8: Timing the egg boiling

var stopWatch = new Stopwatch();

stopWatch.Start();

var eggs = new[] { 8, 4, 8, 8, 4, 4, 4, 8, 6 };

Boil(eggs);

// Print the total time elapsed from the stop watch starting

stopWatch.Stop();

Console.WriteLine("{0:0} ms", stopWatch.Elapsed.TotalMilliseconds);

Execution result 1.1

1600 ms

To test this out a little bit, try to add 5 eggs in batch one to boil for 8 minutes
and then have one egg remaining.1 a 75 f3ae - 0 b5d -4

e21 -a8b 3 -df 46 9bc
0b 786 This one boils for 4 minutes in the second batch

as you can see in Listing 1.9.
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Listing 1.9: Second batch only has one egg

var eggs = new[] {

8, // Batch 1

4, // Batch 1

8, // Batch 1

8, // Batch 1

4, // Batch 1

// Maximum boiling time in Batch 1 = 8 minutes

4 // Batch 2

// Maximum boiling time in Batch 2 = 4 minutes

};

Boil(eggs);

Execution result 1.2

1200 ms

This took 1.2 seconds because this is what happened:

1. Put 5 eggs into the pot

2. After 4 minutes, remove the second and the last egg from the pot

3. After 8 minutes, remove the remaining eggs

4. Add the next batch that contains one egg

5. After 4 minutes remove the egg from the pot
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1.2.3 Introducing LINQ to simplify and optimize

Generally speaking any for- or foreach-loop can be converted into LINQ. In our
case this would help us out a lot with what we want to do. The first thing that we
can remove is the inner loop. We do not need to find the largest element by doing it
like this, instead order the eggs by the cooking time so that we get all the 8 minute
eggs in one batch and the rest in another. This will not only optimize the boil time
but make the code much pleasant to read as seen in Listing 1.10.

Listing 1.10: Boil method with LINQ

void Boil(int[] eggs)

{

var eggsInOrder = (from egg in eggs

orderby egg descending

select egg).ToList();

for (int i = 0; i < eggs.Length; i += 5)

{

Thread.Sleep(eggsInOrder[i] * 100);

}

}

Although this looks better we can simplify it even more as you see in Listing
1.11 by using the extension methods that takes lambda expressions.

Listing 1.11: Using the extension methods and lambdas

var eggsInOrder = eggs.OrderByDescending(egg => egg).ToList();

There are a lot of extension methods that you can use if you do not like the
ordinary LINQ syntax. Using the extension methods gives it a more functional
approach with less lines of code and a certain cleanliness over it; but still with the
same result! If we run this the same way we did before, we should receive the same
result.

Execution result 1.3

1200 ms

The other loop is simple enough for the time being and we do not need to convert
it into any LINQ to make it more understandable. The optimization that has been
mentioned is clearly seen if we add a couple of more elements to the eggs collection.
If you add 2 more eggs with a boiling time of 8 minutes each, notice that the time
it took to boil did not change. This is because the eggs are ordered in a descending
order which means that all the 8 minute eggs will be in one batch and the 4 minute
eggs in one.
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1.2.4 Parallelizing it!

Finally we have come to the part where we can start parallelizing parts of the code;
we have two different parallelization techniques to look at. The first one is called
parallel extensions and the second one is how we can parallelize LINQ.

Parallel extensions

This was introduced in .NET Framework 4.0 and consists of three important meth-
ods but we are only looking at two of them, these being Parllel.For and
Parallel.ForEach(). Both of them are just what they sound like, they are
parallel programming versions of our very commonly used loops. Both of these look
quite similar, you have still got the source collection for your foreach loop and you
still have from and to in the for loop.

The for loop has three parameters, the first one defines where to start, this is
what we usually see as int index = 0;. The second parameter is the condition
that tells the loop when to stop and the last one defines the body but this one is
a little special. The easiest way is to define the body is as an anonymous function
using a lambda expression like we saw before.

The foreach loop has two parameters, the first one is the source which we nor-
mally see after the in keyword is used and the last one is just as with the for loop;
the body of the method.

We could iterate over each egg with the above parallel loops like what you see
in Listing 1.12.

Listing 1.12: Loops with Parallel Extensions

Parallel.For(0, eggs.Length, i => { });

Parallel.ForEach(eggs, egg => { });

Since we do not define how large the step is between each iteration with the
parallel for loop, the body of the loop needs to be changed a bit.1 a 75 f3ae - 0 b5d -4

e21 -a8b 3 -df 46 9bc
0b 786 Basically what

you would expect it to do, is to take the array of eggs that we initially had and skip
to the batch that we are currently going to boil. Then just take the first element
in there, since it has already been ordered as you see in Listing 1.13.

Listing 1.13: Parallelization of egg boiling

void Boil(int[] eggs)

{

var eggsInOrder = eggs.OrderByDescending(egg => egg).ToList();

Parallel.For(fromInclusive: 0,

toExclusive: eggs.Length,

body: i => {

if ((i * 5) > eggs.Length) return;

Thread.Sleep(eggsInOrder.Skip(i * 5).First() * 100);

});

}
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Roughly translated into plain English this is what the body of the loop will do:
Check if the current index multiplied by the maximum amount of eggs that we

can boil in each pot is greater than the amount of eggs, if so we do not have any
more batches. If we do have a batch, from our ordered list select the first one that
is on the current batches start position; meaning that if we are currently on index
1, this multiplied by 5 means that we have reached batch 2.1 a 75 f3ae - 0 b5d -4e21 -a8b 3 -df 46 9bc 0b786 When the boiling time
is selected simulate the boiling by sleeping.

Parallel LINQ - PLINQ

Assume that you have another problem that does not have to do with any cooking
such as a list of certain web requests that you need to do, each item takes a certain
amount of time to process and you want to parallelize this. In the previous examples
we have been relying on the index of our item, but what if we were not? Consider
the method in Listing 1.14 that we use to retrieve a web request result.

Listing 1.14: Processing a web-request

string ProcessRequest(int latency)

{

Thread.Sleep(latency * 100);

return "202 OK";

}

Now assume that you have a list of latencies and you want to select the web
request result for each of these items by just using normal LINQ as seen in Listing
1.15.

Listing 1.15: Selecting each web request result

var latencies = new[] { 3, 12, 5 };

var query = from latency in latencies

select ProcessRequest(latency);

var result = query.ToList();

This array of latencies is fairly small. In Listing 1.16 you can see what this
would look like if we did this manually instead of using LINQ.

Listing 1.16: Process each web request manually

var result = new List<string>();

result.Add(ProcessRequest(latencies[0]));

result.Add(ProcessRequest(latencies[1]));

result.Add(ProcessRequest(latencies[2]));
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As you can see, using LINQ does a lot of handy work for us, but how do we
optimize this when we cannot really control the latency? So far this is going to
run in a linear manner; meaning that we first will have a latency of 3, then 12
and finally 5. This is where Parallel LINQ comes into the picture. We saw before
that we could parallelize normal for and foreach loops by just changing the syntax
slightly, with LINQ it is even more simple.

All we have to do is add the extension method AsParallel to the source
collection and you are all set! Before that, have a look at the code in Listing 1.17
and how long it took to run that.

Listing 1.17: Timing the requests

var latencies = new[] { 3, 12, 5 };

var stopWatch = new Stopwatch();

stopWatch.Start();

var query = from latency in latencies

select ProcessRequest(latency);

var result = query.ToList(); // Execute the query

stopWatch.Stop();

Console.WriteLine("{0:0} ms", stopWatch.Elapsed.TotalMilliseconds);

Execution result 1.4

1950 ms

By changing the LINQ statement into what you see in Listing 1.18 and then run
it, you should notice a big difference.

Listing 1.18: Using PLINQ

var query = from latency in latencies.AsParallel()

select ProcessRequest(latency);

Execution result 1.5

1180 ms
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1.3 Summary

In this chapter we have covered the basics to Parallelization and how you can
adapt this knowledge in a real world scenario. We have looked at how to introduce
parallelization in our applications by using the parallel extensions to LINQ. By
looking at how to use PLINQ we also looked at an introduction to LINQ in general.

We have discovered how parallelizing our problems can reduce the operation time
by more than half of the original time! Of course this all depends on the original
architecture of the program. In many cases I have seen; it is fairly easy to parallelize
small parts to speed things up! But it is not always easy to introduce parallelization
in more complex algorithms where locking and shared state is needed.

As a practice I recommend you to explore parallelization by writing an algorithm
that performs some computation on each element in an array where each element
is independent from each other. You can then try turning on and off parallelization
and compare the execution time. An example of this could be a collection of persons
where you need to update the credit status on each one of them.1 a 75 f3ae - 0 b5d -4

e21 -a8b 3 -df 46 9bc
0b 786 The implementation

of the credit status retrieval method could use Thread.Sleep to simulate the
process.
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